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Computer  Storage  Structure and Utilization at a Large 
Scientific Laboratory 
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A h c t - T h e  Octopus  computer  network at the Lawrence Livermore 
Laboratory, University of California, Livermore, tiea together one of 
the largest concentrations of computing capability in the world, sewing 
about 1500 users. The  network’s  information storage capacity is luge 
in every range of access speed. There ue computers with main  mem- 
ories of 30 Mbits and secondary stow of 10 Gbits, a shared tertiary 
store of 1 Tbit, and 30-40 thousand reels of magnetic  tape. This stor- 
age supports conespondingty large  numericrl  simulations and other 
application prognms that require the continuous opmtion  of four 
major computers.  Efficient storage use n d t a t e s  proper design of al- 
gorithms and buffer structures on the part of both the usrs and the 
system implementors. The main p m b h s  that arise include mainte- 
nance of high data transfer  rates, reliability in the presence of inter- 
mittent hardware failure, achieving balance  between media with  differ- 
ing access speeds, flexiiility of the indexing structure, and equitable 
allocation among usem. The  diPcusaion covers these issues m some 
detail and includes an historical perspective and estimates of future 
trends. 

into  many  other areas has  taken place,  a process that  has accel- 
erated greatly  in the last few years. For example, LLL is 
rapidly  becoming  a  leading center for the  study of the environ- 
mental  effects of technology  and of new methods  for satis- 
fying  our  national energy  needs. All aspects of LLL’s scien- 
tific  efforts  are characterized by a  need for extensive computer 
capacity, particularly as a means  for simulating  physical or 
chemical processes without  incurring  the cost and  difficulty of 
an  actual  experiment. 

We shall discuss here only  the  Octopus  computer  network 
[ 11, which constitutes  the major part of LLL’s computer ca- 
pacity. This network is geographically compact, being con- 
fined  within the  one  square mile of the  LLL site. It includes 
four major computers, CDC 7600’s (with  two  additional com- 
puters,  the CDC Star-loo’s, being added  in early 1975), over 

INTRODUCTION 
HE NOTION “large” as applied to digital information 
storage is relative, for  it is a function of the speed with 
which the storage can be accessed. As is well known, as 

access speed declines, larger and larger quantities of informa- 
tion  can be stored  at reasonable  cost. Thus 104 bits is large 
indeed  as the capacity of the programmable registers of a  com- 
puter’s processing unit but would  be extremely small as  the ca- 
pacity of the main  random-access memory (RAM) of that 
same computer. Similarly, 10’ bits is unusual  for a RAM, 
where the access time  is of the  order of 1 ps or less, 
but is quite  unremarkable  for a rotating secondary stor- 
age device, where the access time is tens of milliseconds. Like- 
wise, 10”  bits is an  outstanding capacity for  any  kind of on- 
line computer storage but is not surprising for media accessible 
only  with  manual  intervention. 

Therefore,  in discussing largecapacity storage, we shall con- 
sider the  entire range of computeraccessible media,  including 
processor  registers, executable RAM, extended RAM, rotating 
secondary  storage devices, various tertiary devices with ca- 
pacities up  to 1 Tbit bits), and magnetic tape. We shall 
discuss their use at  the Lawrence Livermore Laboratory  (LLL) 
which, in all speed  ranges, possesses and uses devices with a 
large capacity. 

THE LLL FACILITY 
LLL is a  research and development laboratory  operated  by 

the University of California and under  contract  with  the U.S. 
Atomic Energy Commission (AEC). During its 23 years of ex- 
istence,  the  major  thrust of its  efforts  has been in  the design of 
nuclear explosives. However, over the years  diversification 

600  interactive terminals (e.g., Teletypes’), over 200 on-line 
television display monitors,  about 25 remote card-reader/line- 
printer  stations, a  pair of I11 FR80 microfilm recorders, a pair 
of Honeywell 18 OOO-line/min nonimpact  printers, Evans and 
Sutherland LDS-1 high-performance  displays,  and numerous 
other small computers  and  input-output  (I/O) devices. 

The  information storage  facilities,  which are discussed in  de- 
tail later,  are  topped  by  the IBM photodigital  store  with a ca- 
pacity of 1 Tbit. All of these  facilities  are interconnected so 
that,  for example,  a user seated at  any  interactive  terminal can 
control a  program executing  on  any major computer,  directing 
it to  fetch  information  from  the  photodigital  store,  edit it, 
and  then  output it on a television monitor,  on microfilm, or 
on a printer. 

Octopus is a growing network  that evolves in response to the 
expanding  and changing requirements of LLL. This evolution 
is in accordance with  the LLL Computation Department’s 
plans and designs, which are  subject to  frequent revision in re- 
sponse to technological change. The  one  constant  fact of over 
twenty years,  experience is that  the scientific  professionals at 
the  Laboratory  want,  and are able to use, equipment that is at 
the very forefront of the  computer field. 

LLL  has  always  had the most  powerful computers of each 
generation,  often getting the very  first of a  new kind (e.g., 
CDC 6600,  7600, Star-100). It has also tried to incorporate 
the most modem  software and hardware methodologies into 
its  operation,  like  interactive time-sharing, which  has been at 
LLL for a decade and is being  enhanced at  an accelerating rate 
with  the  introduction of high-speed softcopy  output. Hand in 
hand with  the  improvement  in processors, I/O,  and  software 
organization, progress has been  made in information storage 
speed and capacity. 

The scientific work of LLL has created  an insatiable demand 
for increased  storage  capacity. Simulations of physical pro- 
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Fig. 1. History of LLL storage capacity. 

cesses approximate  the  theoretically  continuous  structure of 
the  real world with  discrete models that must blur a  certain 
level of detail. As processor and memory speeds  increase with 
advancing technology, it becomes possible to manipulate  an 
everincreasing  number of discrete items of information  during 
a given interval of time. 

The  natural  evolution is to increase the  number of discrete 
points  in  the  simulation  model  to increase the accuracy of the 
simulation.  The increased number of discrete points, of 
course, requires a greater storage capacity to hold  the  informa- 
tion associated with  those  points.  There is also a tendency  to 
increase the  sophistication of the models so that  additional  in- 
formation is needed in  connection  with each discrete  point, 
while at  the  same  time  the program itself becomes larger. 

Today  there  are numerical simulation programs at  LLL that 
employ  data  arrays  totaling 2-3 million words.  These words 
must be cycled again and again through  the main memory 
from  secondary storage during  execution.  There are other 
programs that could  benefit from being as large as this,  but 
which have been  limited to  the size of the available main mem- 
ory  in  the  interest of faster  execution.  From  time to time as 
these  programs run,  they  dump  their  data arrays onto mag- 
netic  tape  or  tertiary  store. These dumps  represent a “snap- 
shot’’ of the simulated  system and  are used as checkpoints  for 
restarting  the program in case of failure,  and as a basis for 
generating  human-readable output of the  history of the simu- 
lation.  The  latter  purpose especially often  requires  that  the 
dumps  be  retained  for a  period of months  or years. 

The  total volume of these dumps generated  by  a single 
program  can amount to one  or  more  complete reels of mag- 
netic  tape per hour. Long-term storage needs are further in- 
creased by a growing permanent  data base of information  for 
reference  purposes.  Before discussing how storage needs of 
this  magnitude are handled, we will review briefly the evo- 
lution of storage capacity  at LLL  since its first computer,  the 
Univac I ,  in  1952 (Fig. 1). 

EARLY DEVICES 
The Univac I ,  like most of the early computers, was sold as 

a  fixed configuration.  It has a  1000-word delay-line main 
memory. This memory was backed up  by a number of mag- 
netic  tape drives. Fixed-size blocks of information could  be 
transferred to  and  from  the  tapes  through a  system of I/O 
buffers. This  took place in  parallel with  arithmetic processing, 

which (with  proper program design) could thereby proceed 
without i n t empt ion .  

However, on this  machine  most of the scientific  problems 
were larger than  the  1000 words of main memory. Data alone 
could consume storage orders of magnitude  greater than was 
available. As a result,  the  tapes were kept shuffling  back and 
forth  throughout  the  execution of most programs. 

Fortunately,  the programs did not have to share the  1000 
words with  an  operating system. The programs were written 
in  machine language and usually fit entirely into the main 
memory  with enough  space left over for  data,  although addi- 
tional  instructions could  be overlaid from  tape as needed. It 
was realized that as  programs grew larger, more  memory would 
be  needed and  that  the same would be true if the performance 
of the processor was increased substantially. 

This  realization was reflected in  the first  commercially avail- 
able computers  intended  for “scientific”  use, the Univac 1103 
and IBM 701. These  systems were equipped to handle  about 
4000  words of main memory in the  form of Williams cathode- 
ray tubes. A further  accommodation  for speed was the  intro- 
duction of an  intermediate level of memory, a drum. How- 
ever,  this device turned  out  to be of insufficient  capacity  and 
capability to make itself very useful. The access delay to  the 
next record on magnetic tape was more acceptable than  the 
delay encountered  in waiting for  the  next record on  the  drum. 
The higher perfomance processors  and  memories of these sys- 
tems did provide substantial  improvement in execution time 
for  the programs being developed at LLL.  However,  some 
memory space was now being devoted to fledgling operating 
systems, and buffering requirements were increasing to provide 
more equitable overlap of computation and I/O. The desire 
for still more main memory  continued to grow. It was thus a 
great relief when the IBM 704 and its  competitors appeared 
with  a new standard of 32K words’ of main memory. 

At that  time a common  attitude  among scientists was that 
a  main memory of a few tens of thousands of words would be 
quite  adequate as long as it was backed by  adequate  tape  or 
equivalent  storage. The primary influence toward this  atti- 
tude was the high  cost of RAM (magnetic core was just making 
its appearance  and was quite expensive). This view was re- 
flected  in the design of the Livermore Advanced Research 
Computer (LARC),  which was delivered with  20 000 words of 
core memory. This computer is worth discussing briefly  since 
it was conceived by LLL  personnel to  better  cope  with  the 
scientific  problems they  encountered.  It consisted of two 
computers, a central processing unit (CPU) and  an 1/0 pro- 
cessor sharing  a common  memory.  The program of the  latter 
processor  consumed about 5000 words, or  about  onequarter 
of main memory. If the  memory had been  larger, the  5000 
words for  the 1 / 0  program would not have been much of a 
loss. As it  turned  out, however, the LARC memory, even 
though augmented to 30 000 words, was always inadequate. 

To accommodate very large problems  with minimum detri- 
mental effect on  performance, a drum system was designed 
that would allow completely overlapped I/O. Each  2500- 
word  band on  the  drum could  be read directly  into  2500 
words of core; a  rollaround feature allowed this to be  accom- 
plished in  one revolution of the  drum  without  any  initial 
rotational  latency.  Simultaneously,  another  drum could be 
written  from  memory  in  the same  way. There were 12  drums 
in all, storing  250 000 words  each. Heads could be  prepo- 

The symbol K is defined as 1024. 
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sitioned while read/write was in progress on another  drum. 
The  drums were in turn backed by  the usual tape drive system. 

The same time period  as the LARC also saw the  introduction 
of the successors of the IBM 704, culminating in the IBM 
7090/7094.  This machine  remained at LLL through  the 
1960’s,  in later years  being used for only  a  few specialized 
tasks, still with 32K words of main memory  backed only by 
tapes. 

The  next  step  forward  in  memory capacity was provided  by 
the IBM 7030  or  Stretch.  It was designed and delivered with a 
core  memory of 96K  words. It also had a  high-performance 
disk with parallel readout allowing data transfer rates  that 
were extremely high for  the early 1960’s. The  Stretch, even 
more  than  the LARC, offered  major gains in program  perfor- 
mance as LLL moved into  its second decade. These gains were 
achieved mainly because of proper management of the  three 
levels of storage (core,  drum/disk,  tape).  This management 
was almost entirely the responsibility of the designers of the 
large scientific  programs that so badly crowded the  memory. 

Needless to say, all the computers discussed so far were 
operated in batch  mode. While executing, a  program had es- 
sentially complete access to the  memory  and peripherals of the 
computer. Operating  systems,  which grew from  nothing  on 
the Univac I to great sophistication on the  Stretch, existed 
mainly to  expedite  the  transition  from  one program to the 
next,  to help the  operators  keep track of their  tasks (chiefly 
the handling of tapes), and to provide ready access to com- 
monly used routines (such  as  compilers and 1 /0  packages), 
thereby easing the  burden  on  the programmer. Furthermore, 
each of these machines was stand alone. Even though several 
large computers would be  simultaneously  resident at LLL, 
each  had its  own f u l l  complement of tapes, disks, card readers, 
printers,  etc.,  and operated  independently. All this changed 
about a  decade ago with  the  introduction of the first CDC 
6600. 

RESOURCE SHARING 
Several new concepts were introduced almost  simulta- 

neously, but  they were all variations on a common  theme: re- 
sources sharing. As was discussed earlier,  LLL  has  always been 
plagued by resource exhaustion. As programs grew in size and 
complexity,  they overwhelmed  processor speed, storage capac- 
ity,  and  other resources not discussed previously,  such as 
printer  capacity.  The  intent now was to use more efficiently 
the necessarily limited  resources by sharing them. 

One major concept was interactive time-sharing. The com- 
puter users (who presently number  about  1500  at LLL) 
would not  approach a computer  one  at a time,  either directly 
(as in  the early “handsan”  era)  or  indirectly  (as  in  the  batch 
era) but would use the  computer  concurrently. This meant 
that a user’s activity would not  be delayed while he waited his 
turn  at  the  computer. An additional benefit was the  ability 
to interact directly with  the execu.ting program. 

Time-sharing also better used the resources of the  computer. 
Without time-sharing, efficient use of all components de- 
pended on a definite balance between processing and 1 /0  
during the  entire  execution of a program. With time-sharing, 
several programs could share core memory, some engaged only 
in  I/O. So long as at least one program had processing to do, 
the processor never had to be idle. Ideally, the programs  in 
core would complement  each other, some being “processor 
bound”  and  others “I/O bound.” 
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Fig. 2. Octopus  network  structure,  showing  storage  capacities  in  bits. 

It is clear that  this idea immediately creates  a demand  for 
more main memory since it is being asked to  hold several pro- 
grams. It also places a value on having a  program occupy no 
more memory  than  it actually needs  at  any  moment,  its size 
changing as it enters  different phases of a computation. This 
illustrates an  important  truth: efficient use of more  sophisti- 
cated  computer  structures  often  requires  more,  not less, care 
by programmers. 

Another major concept was the  Octopus  network, which 
joined  together,  into a single interconnected web, all the major 
computers (called worker computers in Octopus terminology 
because they  do  the real work of the  network by executing 
user’s programs) and  their peripheral gear. The  interconnec- 
tions are  mediated by smaller computers called concentrators. 

The  network  offers  at least four benefits. 1) Only one set of 
terminals is needed for access to all the worker computers. 
This  may be viewed as a  sharing of the terminals or of the 
workers or of both;  in  any case, the increased level of service 
per terminal is clear. 2) All workers can use pieces of equip- 
ment  that  cannot be  justifiably  purchased  in numbers  equal 
to  the workers.  Examples of such  equipment are the  photo- 
digital store  and  the  18 OOO-line/min printers. 3)  A common 
data base can  be accessed by all workers without manual  trans- 
port  or maintenance of multiple  copies. 4) Two or more 
workers  can  work on a problem  neither could do  alone,  either 
because of lack of capacity or because of lack of specialized 
features. 

In  the original conception of Octopus,  there was to be a 
single concentrator  computer  through which the workers 
accessed all the shared  resources. Even though a  spare  con- 
centrator was kept on hand,  such  an organization is too de- 
pendent  on a single computer. 

The present design uses many  concentrators (Fig. 2). The 
typical  concentrator is connected to all the workers but only 
to shared equipment of one  kind; each concentrator,  there- 
fore, performs only  one  function in service of the workers. 
There are concentrators  that manage interactive  terminals, 
concentrators  that manage high-speed printers,  concentrators 
that manage storage devices, etc. Each concentrator can  be 
viewed as the nucleus of a subnetwork,  and  Octopus as  a 
superposition of these subnetworks. We shall now summarize 
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TABLE I 
OCTOPUS  STORAGE  ACTIVITY 

T r a n s f e r s   d o w n   h l e r a r c h y   T r a n s f e r s  up h i e r a r c h y  
Day Night 

blockslmin  bitsplock  blockslmin  bits/block 
Day S igh t  

blocks/min  bits   block blocksjmin  bitsiblock 

1 . 3 1  2 . 0  x l o 6  0.21 2.3 X l o 6  
E l e p h a n t   t e r t l a r y   s t o r e  

I t 0.95 2.5 X l o 6  0 .27  2.4 X lo6 

4.6 x l o 2  4.9 X l o 5  1 . 2  X l o 2  9.3 X 1 0 5  I t 3.5 X 10’ 4.6 X 10’ 0.9 X 10’ 9.3 X 10’ 
W o r i e r   s e c o i d a r y   s t o r e  

2 . 5 ~  lo3  I .OX l o 5  6.0 X l o3  3 . 0  X l o 5  1 t 2 . 5  X l o 3  1.0 X l o 5  6.0 X lo3 3.0  x l o 5  
Worker   extended  memory 

2 .0  X l o 6  60  5.0 X l o 6  60 
W o r k e r   e x e c i t a b l e   m e m o r y  

W o r k e r   r e g i s t e r s  
i t 1.0 X l o 6  60 2 . 0  X l o 6  60 

IBM photodigital   store 
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GPL disk 
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Fig. 3. Bit capacities of Octopus storage  devices. 

several significant  areas of storage  utilization  in the  network, 
working our way from  the fastest to  the slowest  media  (Fig. 
3). We shall also include some of our  estimates of the  future. 
In Table I ,  the  number  and average size of blocks of data trans- 
ferred between  the levels of the LLL storage  hierarchy  are 
shown. Day  (highly interactive)  and night (largely noninter- 
active)  activity are distinguished. 

REGISTERS 

The processor registers remain the  one area  where the user 
can be entirely  free of interaction  with  the  operating system. 
Most users,  however,  delegate the register management prob- 
lem to  the designers of the compilers that  they use. The 
management problem is getting  more  difficult  with succeeding 
advances in computer design, with  only  an occasional  improve- 
ment.  The earliest computers had only  two  or  three program- 
mable registers. A CDC 7600  has eight of each of three major 
types in addition  to  the program counter,  and all the registers 
of one  type  are  not  entirely interchangeable. The rules as to 
how frequently a register may  be reaccessed without a  delay 
are fairly complex  and  are  interwoven  with rules about  the fre- 

quency with  which the same operation may  be performed 
regardless of the registers involved. 

These  complexities can give rise to entire disciplines. On a 
7600,  the last twelve instruction words fetched  (totaling as 
many as 48 instructions)  are held in  a  stack and can be re- 
fetched  without accessing core. Therefore, a  program loop 
spanning 12 words or less (a stack loop) will execute very 
rapidly especially if careful management is made of the se- 
quence of operations  and  the use of registers. Thus  the 
generation of stack  loops  for  frequently  encountered situa- 
tions is a valuable activity, and  libraries of them  are available. 
In  fact, a  program is under development  which, when given the 
characteristics of a desired stack loop, will by a mixture of 
algorithmic and heuristic techniques generate the  loop if 
one exists. The CDC Star-100 has over 250 programmable 
registers and will undoubtedly give rise to more of this kind 
of activity. 

MAIN  MEMORY 
Proper  management of the main RAM (core memory) falls 

on  both  the user and  the system. In a time-shared environ- 
ment,  the user is under pressure to keep his program small so 
that  there is more  likely to  be space for  it in memory along 
with  the programs of other users. Many programs admit of a 
very flexible size since the sizes of buffers used for 1/0 oper- 
ations, including access to rotating secondary  storage,  are 
fairly arbitrary. However, shrinking  a buffer size leads to 
more  frequent 1/0 operations  and  subsequent inefficiencies. 
Considerable judgment is required to select optimum  buffer 
sizes, and  the  optimum  may vary throughout  the  day as the 
load on  the system changes. There are user programs at LLL 
that  monitor  their own  activity so that  they can dynamically 
determine  the  optimum  buffer  siies in any  time  period. 

The user’s task on a CDC 7600 is further complicated by 
the existence of two kinds of core  storage:  a small core of 
64K 60-bit  words having a  cycle time of 275 ns, and a large 
core of 512K words having a  cycle time of 1760 ns. The in- 
structions must  reside  in small core, and execution is faster if 
the  data reside there also. Single words of data may  be  moved 
between the  two cores, but block  movements  are  more 
efficient. 

Many programs  are too large to fit entirely  into small core 
or even into large core.  Such  programs are typically  organ- 
ized as a two-level rolling type of operation, where  blocks of 
data  are moved from large core  to small core and  then back 
to large core,  and larger blocks are moved between  the large 
core and  the disk. The  latter  operation usually uses three 
buffers in large core.  There is one  currently  in use (being 
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swapped to and from small  core), one being filled from  the 
disk  and  destined to  be used next,  and  one being  dumped  back 
to  the disk after use. 

Core  management  problems  for the  operating  system are 
even  more difficult,  particularly  since  it is attempting to  effi- 
ciently serve many  users  who  present  unpredictable  and 
varying  demands.  The  system uses  core for several  purposes. 
The  system  restricts itself to  occupying  no  more  than 20 per- 
cent of large  core and 12.5  percent of small  core. In  the 
latter case, the 8K words  available  include  hard-wired  buffers 
used to  communicate  with  peripheral  processing  units (PPU’s) 
that  control 1/0 transfers,  an  interrupt  routine  for managing 
those  buffers,  a  scheduler  for  controlling  the  time-slicing of 
user  programs in  the small  core, an  executive  for managing 
system  overlays from large  core into small  core, and  the  space 
for  those overlays. The  entire remaining  56K of small  core is 
available for user  programs. 

The  system  portion of large core  consists  of  programs to  be 
overlaid into small core, tables, and  certain 1 /0  buffers,  such 
as those  for messages moving to or  from  interactive  terminals. 
The remaining 80 percent  of large core  contains user  programs, 
both  the  portions (if any)  intended  for large core,  and  the  por- 
tions  that  must  be  transferred to  small  core  when the program 
is executed. A user  program will be  found  in large core if it is 
waiting to  be executed  or is being executed, if it is engaged in 
direct 1 /0  with  a  disk,  tape,  or  other  medium,  or if it is waiting 
to  be  dumped  back to  disk  having  reached  a point  where activ- 
ity has  paused (e.g., to  wait for  a message from  an  interactive 
terminal), or having  been  preempted by  a program  of  higher 
priority. 

The CDC 7600  offers  only  simple  relocation.  The  small  core 
and  large  core portions of  a  program  must  each  occupy  a con- 
tiguous  area.  The  hardware  denies  access to  core  outside  these 
areas, which  are  defined by  bounds registers that can be  set 
only  by  the  system.  This  arrangement  does  not  admit  the 
sharing  of  core by  two  independent programs. Consequently, 
the core-saving benefits of reentrant programming ,are not 
available, and  these  benefits  could  be  nontrivial  in  the case  of 
compliers and  editors.  The placing  of  programs in  core  by  the 
system  follows  standard  first-fit  algorithms, with  repacking  be- 
ing done  as necessary. 

The decision as to  which users’ programs  are  loaded into 
core is determined  largely  by  a  priority that each  user  may 
select for himself.  In  determining the processor  time that is 
charged  against  a user’s account,  the  actual  time used is multi- 
plied by  the  priority;  thus  the user, in selecting  a priority, 
must  balance the desire to  execute  promptly against the de- 
sire to  execute  cheaply.  The  system will select programs for 
loading  beginning with  the  one of highest  priority  and  working 
down. If a  program will not  fit  into  the remaining  core, i t  is 
skipped  over. Thus small  programs  usually  get the same ser- 
vice at  a  lower  priority  than larger  ones. 

The LLL’s new  major  computer,  the CDC Star-100, will have 
even  more  main  memory than  any of its predecessors:  over 
one-million  64-bit  words. The  Star will constitute  the  first 
significant Octopus  experience  with  paging,  a  hardware  reloca- 
tion  scheme  that  does  not  require  a program to  be  contiguous 
in memory.  On  the  Star,  a user program’s space of virtual 
addresses  includes  over  1OI2  words,  making it possible, but 
not necessarily wise, for  a user to  view his entire  data base  as 
directly  addressable by his program. While it is clear that  the 
Star eases the user’s burden  in  that  it  permits him to  program 

without  explicitly  recognizing  the  finite size of actual mem- 
ory, high  efficiency in  memory  usage will, nevertheless, be  ob- 
tained  only if the programmer is fully  aware of what is actu- 
ally taking  place  when his program  executes. Paging also 
increases the  burden  on  the  system. 

PRIMARY STORAGE BUFFERS 
A major  design  goal  of the  Octopus  network is that  data 

transfers  be as rapid as possible.  This  assures that user  pro- 
grams will experience  minimal  delay  when  inputting  or  out- 
putting  information  and  that  the efficiency  of the  worker 
computers will not be unduly  impaired  by  having to  wait for 
action  by  a  concentrator. Large 1 /0  memory  buffers  in  the 
concentrators  are  a  primary means for achieving  high data 
transfer  rates.  For  example,  the  concentrator  that manages 
the  photodigital  store  and the  other  central  file  storage devices 
(a  DEC PDP-10) is attached to  the workers  by bit-parallel 
channels  that  operate  at  about 7.5 MHz. Data  moving to  or 
from  a  worker  are held by  the  concentrator  on  a  Librasmpe 
General  Precision  (LGP)  disk that has  a  transfer  rate  greater 
than  this,  about  10 MHz. This  means that  when  transferring 
to  a  worker, the disk will eventually  get so far  ahead that  the 
PDP-10  core  buffer  used in  the  transfer will become ful l ,  and 
further  transfer  from the disk will have to  wait. 

Since the  data  being  transferred  are,  for  the  most  part, se- 
quentially  located on  the disk, if the disk  must  wait, it  waits  a 
full  revolution.  Therefore, if there is to  be  no  pause in the 
transfer  over the channel to  the  worker,  the core buffer  must 
be large enough to  keep  the  channel  busy  for  the  duration  of 
an  entire LGP disk  revolution  of  about  70 ms. Thus  a buffer 
of 16K  36-bit  words is indicated.  The need for  such  a large 
buffer  would not exist if the disk  was  slower than the channel, 
but  in this case, pausing on  the channel  would  be  chronic. The 
only way to  avoid  pausing with  a  buffer of  negligible size is to 
have the disk and  channel  rates  perfectly  matched,  a  practical 
impossibility. 

A slightly different  reason  for having  large  core  buffers in 
the  concentrators is illustrated by those  concentrators  that 
manage the over 200diskqefreshed television output display 
monitors (DEC PDP-l1/45s).  They receive text  or  raster  data 
by  direct  output  from user  programs  in the large core  of the 
worker (CDC 7600)  computers.  That is, the user  program is in 
core  while the  data  are  transferred  and also for  the period 
while  awaiting the  transfer.  The  concentrators  must  cope 1) 
with  uncoordinated  and  unpredictable output  requests  from 
several  workers, 2)  with  the  fact  that  the video  refresh  disk  can 
only  accept one  picture  for  display, or alterations to  one pic- 
ture, every 33 ms,  and 3)  with a  maximum  picture size of over 
a  quarter-million bits. Because this display  system is new,  we, 
therefore,  cannot  say  definitely  whether  the  concentrator  core 
buffer  of  64K  16-bit  words  that  has  been set aside (not  quite 
enough  for  four  maximum size pictures) will be  adequate  for 
our needs. 

ROTATING STORAGE 
Each Octopus  worker  computer has its  own private COmpk- 

ment  of  secondary  storage,  distinct  from  the  central  file  stor- 
age  maintained by  the  network.  This  secondary  storage,  which 
is on disks, holds several  categories  of information.  There  are 
various  essentially permanent fides that are of such  immediate 
and  frequent use on  the worker that  the overhead of  retriev- 
ing  them  from  the  central  storage is not warranted.  These in- 
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clude the overlays for  the  worker  operating system and  infor- 
mation needed by  the system about  its users. 

There  are files of information  currently being manipulated 
by programs executing  on  the  worker. These  include scratch 
files, files sent to  the worker from  input devices or  the  central 
filing system, files generated on  the worker to be sent to  out- 
put devices or  the  central filing system,  and core images gen- 
erated by  compilers and assemblers. It is inefficient  and 
inordinately  timeconsuming  for a  program on a  worker to 
interact  with  the  central filing system  a few words  at a time. 
A  centrally stored file that  is  to be manipulated,  edited,  or 
executed is first transported  (copied)  to  the  appropriate 
worker. 

Finally, there  are  the so-called drop files, current  core images 
of programs  in the process of execution  that have been  re- 
moved from  core and are awaiting their  turn  to  return. As is 
true  for main memory, efficient use of the disks depends  on a 
cooperative effort  between  the users and  the  operating system, 
but  with disk, the  burden is shifted much  more  toward  the 
system. 

The swapping of the  drop files and  the heavy traffic  with  the 
central files and  other  parts of the  network  keep  the worker 
disks exceedingly busy,  and  they  constitute  the  most serious 
bottleneck to  smooth  worker  operation.  The CDC 7600’s 
each use two CDC 8 17 disks. An 8  17  consists of two logically 
independent disk stacks such that head positioning can take 
place on  one  stack while the  other is transferring data.  The ca- 
pacity is 5.1 Gbits (over  80-million  60-bit  words), and  the 
transfer  rate is 40 MHz. 

However, the  combined  effect of rotational  latency  and 
head-positioning time sets the average random-access  delay  at 
85 ms. This access delay is reduced significantly in practice by 
sophisticated scheduling  algorithms that  do  not necessarily 
treat users’ disk requests  in a firstcome first-served fashion. 
Instead,  they  sort  the  requests so as to minimize the  inter- 
transfer delay without  at  the same time excessively deferring 
any single request. Even so, the  net  rate of disk transfer falls 
well below 40 MHz when  interactivity  is high, which is usually 
the case during  the working day. At night and  on weekends, 
when the program load assumes  a somewhat batch-like  charac- 
ter, disk  efficiency  increases. 

Since the 8 17 disk  characteristics do  not seem to fully match 
the  7600  workload,  in  the last  year or so they have been  sup- 
plemented with CDC 844 disk packs.  Each 844 holds  only 
about  threequarters of a billion bits  but is, of course, much 
less expensive than an 817  and,  therefore, it is feasible to 
attach  more  than  two of them  to ‘a worker.  Hence more ex- 
tensive overlapping of head motion  with  data transfer is 
possible. 

It was hoped  that this, combined  with  the fact that head 
motion  and  rotational delays  are less than half of what‘they 
are on an 81  7, would provide  a  greater net  throughput  on  the 
844’s for small interactive  jobs, even though  they  offer a  trans- 
fer rate of only 5-6 MHz. This hope has  been only partially 
realized. The  problem  is  that  it is difficult  for  the  system  to 
identify  those files that will be accessed in large blocks (and 
should,  therefore,  be  kept  on  the 817’s)  as distinct  from  those 
that will be accessed in small blocks  (and  should  be kept  on 
the 844’s). It  appears,  for  example,  that  the  total size of the 
file is a poor  indicator.  The user who creates the file will 
usually understand  its  purpose well enough to be able to 
decide  which of the  two media would be its best  residence. 

However, the user must  be provided with  a mechanism for 
conveying  this information  to  the system that is so con- 
venient that  he will use it most of the  time. Such  a  mecha- 
nism has not  yet been devised. 

The CDC Star-100 is equipped with  a newer disk, the CDC 
819, which  appears to combine the desirable features of the 
81 7 and  the  844.  It has a transfer  rate comparable to  the 
8 17 and  a  random-access time  comparable to an  844.  It seems 
quite likely,  however, that  the heavy secondary  storage  de- 
mands of worker computers will only  bePully satisfied by  a 
technological advance that eliminates the  delays  inherent in 
rotational  architecture. 

NETWORK SECONDARY STORAGE 
The DEC PDP-10 concentrator  mentioned earlier is larger 

than  the  other  concentrators  and,  therefore, has been given 
some  tasks  in addition  to managing the  central filing system; 
in  particular, it is used as a  worker computer and supports 
a degree of time-sharing activity. 

The PDP-10’s  LGP disk with  a  capacity of 800 Mbits is 
rather large for a  fixed head disk.  Each track has its  own 
read/write  head,  and  the  only access delays arise from ro- 
tational  latency, which is 35 ms for a random access. This 
permits the disk to  be paged, with each track  treated as 35 
logically independent pages of 512 36-bit words each. A 
file need not  occupy  sequential pages. In fact, files created 
by  programs  running on  the PDP-10 initially have no pages 
of data  at all. The pages are assigned as  needed while the 
file is being built up, and their  actual  location  on  the disk 
depends on  the timing of their  creation.  The  creator need 
not declare the file size in advance. On the  other  hand, pages 
tend to be sequential when many are assigned together, as is 
the case when a file is transferred to  the disk from  the  photo- 
digital store  or a  worker. 

Each file has a  heading page that is located  by  the PDP-10 
file indexing scheme,  and  the heading page includes  a  map 
that  locates  the  data pages. The disk  scheduler  maintains 35 
firstcome first-served queues,  one  for each page position 
around  the disk.  Under  full load,  35 one-page jobs are issued 
during  each rotation of the  disk,  one  for each queue,  in  the 
order  in which the pages occur  on  the disk. This results  in 
nearly  100-percent  efficiency of disk transfer  utilization, 
something  impossible with moving heads. The paged organi- 
zation also leads to 100-percent  efficiency in disk  storage 
utilization, since it eliminates the waste arising from gaps be- 
tween files and (unless the user is perverse) from files being 
much longer than  the meaningful data  that  they  contain. 

TERTIARY STORAGE DEVICES 
We are now ready to discuss tertiary storage. Our topic, 

therefore, becomes the  central filing system of Octopus, called 
Elephant. Elephant uses four storage devices in  addition  to 
PDP-10 core.  One is the LGP disk and  another is a number of 
CDC 844 disk packs. 

A third device is an IBM data cell. This device has  a transfer 
rate when reading of a little  more  than  300 kHz, while writing 
is half as fast because of an automatic readback  check. For  its 
slow  speed, the  data cell’s capacity of 3.2  Gbits is not very 
much by  present standards,  although it was quite impressive 
when first acquired  some  nine  years ago. The  data cell has had 
a quite creditable  reliability  record after some  difficulty  in 
its first few years. It is used to hold information of relatively 
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limited lifetime; files are automatically  destroyed and the 
storage space reclaimed if they are unused for  10 days. 

The  fourth and  last device used by  Elephant is quite im- 
pressive today,  although it is already seven years old. This is 
the IBM photodigital store  (or  photostore) [ 21. The  record- 
ing medium is high-resolution silver halide photographic film. 
The recording  unit is the chip,  a piece of film about 3.5 X 
7 cm that holds about 4.7-million data bits. Chips are stored 
in small plastic boxes called cells, with 32 chips in a cell. 
Therefore, a cell contains nearly 150-million bits, about  the 
same as a  full reel of 800-bit/in 7-channel magnetic  tape. 
The  6750 cells in the device give it a  capacity  exceeding one 
terabit. Recording onto  the f i i  proceeds at 0.25 MHz, while 
reading is at 1.5 MHz. However, as much as 0.25 MHz of the 
reading rate must be devoted to verification after recording, 
and  the length of a  typical read request at LLL is not  quite 
enough to fully overlap the mechanical motions.  Hence the 
net reading rate is actually  only about 1 MHz. 

Although a chip  may  be read again and again, it can  be re- 
corded  only once. This means that  the  photostore  ultimately 
fills up  with chips. However, a  manual entry  station is pro- 
vided through which the  operator can remove or insert up  to 
150 cells at  a time.  The use of the  photostore  at LLL  has  had  a 
history of steady increase. It took  the  photostore nearly four 
years to fill up  for  the F i t  time so that manual  removal of 
cells was necessary. At  present  recording  rates,  however,  1 
Tbit is recorded  in about 9 or  10  months.  In  spite of all this, 
the inability to rerecord  a  chip may be a net advantage  since 
information  that  cannot be overwritten at all cannot be over- 
written  in error. Thus  the  photostore is truly archival. 

FILE INDEXING 
As is also true of the  independent filing systems  maintained 

by each  worker computer,  the  central Elephant  system  permits 
users to refer to files only by  symbolic  names or mnemonics, 
not by actual storage addresses. Only  in this way can the 
integrity of the system  and the privacy of the users be main- 
tained. It would be  unacceptable if through accidental (or 
malicious) error in quoting a  storage address, one user were 
allowed to view or  alter  the private data of another user. 
(Although  the LLL computers should not  maintain informa- 
tion  that is private  in  a  personal sense, a national  security 
principle called need-to-know is very much like privacy.) 

On the workers,  a single list of files is maintained for each 
user, and  a file name  may  not be  duplicated in  the list. The 
user is allowed access only to  the files on this list, to a  second 
list of files associated with  the  group  with which he works, or 
to a third list of public files available to all users. The file- 
naming  scheme used by  Elephant is more  complex  but is not 
difficult to learn and is extremely convenient and flexible. 

A directory is a body of information maintained by Ele- 
phant  on  the PDP-lo’s disk packs. It lists up to 60 entries. 
Each entry associates a mnemonic  or name (up  to  ten charac- 
ters)  with a pointer  that locates  a resource. At present, Ele- 
phant recognizes only  two kinds of resources: files, that is, 
blocks of user data stored on  the disk,  disk  packs, data cell, 
or  photostore; and the directories themselves. 

Since  directories may list other directories, which may list 
still other directories, the  entire set of directories form a  tree- 
like structure in which nondirectory resources (files) consti- 
tute  the terminal  nodes. More correctly,  the directories form a 
directed graph structure, since a resource may be, and very 
often is, listed in two  or  more directories. Also, it is possible 
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Fig. 4. Sample  directory  structure.  Directories are shown as rectangles 
divided into smaller  rectangles  representing  entries. Files are shown 
as  small  circles. An arrow leads from a directory  entry t o   N e  or  di- 
rectory  that it names.  The  directory  Hot is at right, and the directory 
H0t:Cro.s is at bottom.  The  file called  Hot:Cross:Bun is shaded. 
The  same We is +so called  Co1d:Dot:Bun.  Note  the occurrence of a 
repeated name (Cross) and of a closed loop involving  directories at 
right and bottom. 

to form closed loops  by having a directory list itself or by 
having two directories list each other. 

Associated with  each  user is a  particular directory called his 
root directory.  The user may access any resource listed in his 
root,  or in any of the directories  listed in his root,  or in any 
directory listed in those directories, etc.  To name  a  resource 
accessible to him, the user gives a  sequence or chain of names 
leading from  the  root  through one directory  after  another un- 
til  the resource is reached. 

For example, the  mnemonic Hot  may  occur in an entry in 
the  root  directory  that  points to a  second directory,  and  the 
user, therefore, knows this directory by the name  Hot. The 
second directory may list a third  directory in  association with 
the  mnemonic Cross, and  the user calls this directory Hot :Cross 
(the  colon being used as the  separator between the links when 
writing the chain name). The  third  directory may associate a 
data file with the  mnemonic  Bun, and the user knows the file 
as  Hot:Cross:Bun. The  denotation is unambiguous even if the 
name Cross, for instance, also occurs  in  the first or third direc- 
tories  (or in  any other  directory) (Fig. 4). 

The user is given a  means of temporarily designating some di- 
rectory accessible to him, other  than his root, as the  starting 
point of chain names. If the user in the example were going 
to work for a while only with files listed in  the  third direc- 
tory,  he would designate it as the  starting  point of chain  names 
and  refer to  the file mentioned simply as Bun. Just as each 
user camaccess any  resource that can be reached from his root, 
the  Elephant system  can access any resource at all by starting 
with a master directory  from which any  root can  be  reached. 

The  directory  structure has three valuable benefits. First, it 
allows a user to logically organize his files, grouping together 
related items  into directories and subdirectories. In doing so 
he is free to reuse a mnemonic  in  different directories without 
appending  distinctive characters  at  its beginning or end. 
Second, the  directory  structure allows the most general kind 
of sharing of files among users. A user is allowed to duplicate 
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a pointer  entered in any of his directories into any other of his 
directories (under  the same or a  different  mnemonic). Also, 
with the consent of another user, he may arrange for  that user 
to receive a  duplicate of any of his pointers. Thus  any  group 
of users may create a  shared directory available to all of them 
but  to  no  one else. Anything  entered  into  the  directory be- 
comes available to  the  entire group. 

This  facility is enhanced by the ability to place inhibitions 
on a pointer when giving it to  someone else;  in  particular 
there is the  inhibition against writing. Thus several users 
might all be able to read a  shared file, with  only one of them 
being able to  alter  it. A third benefit of the  directory struc- 
ture is that it is open-ended  and,  therefore, can accommodate 
the huge number of files possible on storage devices of 1 Tbit 
or more. 

FILE TRANSPORT 
Elephant deals with a user only through  the agency of his 

programs on worker computers. This is a general procedure 
in Octopus, where all a user can do directly is initiate  the 
execution of a  program  and converse with it  from  an  inter- 
active  terminal. Many programs, of course,  merely translate 
the user's typed  commands  into a call to  the system. With a 
suitable call, a program  can  send  a message to Elephant  and 
await the reply. The message might merely concern a  manipu- 
lation of the  directory  structure,  such as the  duplication  or 
deletion of a directory  entry,  the listing of a directory,  or  the 
creation of a new directory. These  requests  are honored  by 
Elephant directly. 

On the  other  hand, a  request involving the  movement of files 
among  computers, a transport request, gives  rise to a  more 
complex series of events  (Fig. 5). First of all, Elephant  per- 
forms all directory work,  such as tracing  a  chain  name to find 
the  pointer  to a file that is to be fetched from  photostore. 
The  job is then ready for scheduling. The scheduling algo- 
rithm is controlled  by many factors. For example,  a  request 
to record  a file on  photostore is deferred if the  quantity of 
data already stored  on  the LGP disk and  awaiting  transfer to 
the  photostore exceeds a certain  upper  bound. Because of the 
slow rate of the  recorder  and  the limited capacity of the LGP 
disk, part of the  queue of files for  the  recorder is, in effect, 
held on  the disks of the workers. 

After  the  job is scheduled, it will typically move through 
two queues, one  for transfer between a  worker and  the LGP 
disk, and one  for  transfer between the disk and data cell or 
photostore.  The use of the disk as a buffer  between  two 
phases of the  transport is essential, for  the  core is not big 
enough, and synchronizing the  data cell or  photostore  with 
a  worker is a  practical  impossibility (it is difficult  enough  syn- 
chronizing the LGP disk with  a  worker). 

The transfer between a worker and the LGP disk uses a 16K 
word core buffer as explained  earlier. There is only  enough 
core on  the PDP-10 to permit one  such buffer.  Therefore, the 
workers  must  take  turns. Until  recently, this' turn-taking took 
the following form: as soon as the  transaction  with  one worker 
was complete,  the  next worker was selected  and (without 
prior warning) told  about  the  upcoming transaction. The 
initial  delay  by the worker (e.g., for disk head  positioning) 
together with  any other delays was not supposed to consume 
more  than  60  percent of the  total  time devoted  by the PDP-10 
to  the worker.  This would degrade the 7.5-MHz channel trans- 
fer rate  to 3 MHz, which was deemed to be adequate in view 
of the speeds of the  central storage devices and the  expected 
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Fig. 5. Typical  sequence of  actions  for  a  fde to be  recorded in Elephant 
central  storage  by  direct user request. 

volume of direct  worker-to-worker  transfers not involving 
central storage. 

The delays turned  out  to be  longer than  expected because 
the 40-MHz rate of the CDC 817  disks vastly  exceeded the 7.5- 
MHz channel rate  to  the PDP-10. Therefore, those disks, if 
they remained  devoted to  the  transport  job, would neces- 
sarily  spend over 75  percent of their time slipping revolutions. 
Such  inefficiency was found to have a  noticeable effect  on 
time-sharing, and the disks  were allowed to reposition  their 
heads and perform other  jobs  after  treating  the  transport core 
buffer.  This  lowered the overall transport  rate  to  about 1 
MHz, which was adequate  for a few years but is now inadequate. 

However, the experience  with the  aforementioned  procedure 
revealed something  that had not been  foreseen,  namely that  it 
is best that  the  7600 core buffer  for  transport be  a dedicated 
buffer,  rather  than  one dynamically  allocated. Therefore, 
there  are 9K 60-bit words  (or 15K 36-bit words) always  set 
aside in  a 7600 large core whether  transport is in progress or 
not. This  fact forms  the basis of the new transport algo- 
rithm where each job is broken  up  into 9K 60-bit word pieces, 
and  each  worker is told  to proceed with  one of its pieces. 

If  two workers  respond simultaneously,  one of them waits, 
but since the  only idle  resource is a core  buffer  that has no 
other use, nothing is lost. The  transfer across the channel, 
once  started, proceeds at a  full 7.5 MHz. The core buffer in 
the PDP-10, 15K 36-bit words, is slightly smaller (fortunately 
not larger) than  the 16K size originally set aside on  the basis 
of disk slippage calculations that are  now  nearly irrelevant. 
The new scheme overlaps transfers to  or  from  one worker 
with the waiting time for  other workers,  and it should  notice- 
ably  improve throughput. 
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PHOTOSTORE ALGORITHMS 
The  photostore is a very complex device. It  should  be of no 

surprise that  hardware failures  occur several times  per day, 
each  resulting  in  a down  time of a  few minutes  to half-an-hour 
and sometimes longer. The failure rate was not always so high 
and seems to be the  consequence of the  currently increasing 
usage of the device. 

Considerable effort has been  expended  to increase the PDP- 
10 software tolerance of photostore failures. The simplest  re- 
action  to a  failure is to issue a  “master clear” to  the device, 
which unfortunately means an almost automatic  down time of 
ten  minutes while the film developer is cleaned out. There- 
fore, over a  period of time,  those  situations have been identi- 
fied that  admit of less drastic reactions.  Since all terabit  stores 
available now  or in the  near  future are, like the  photostore, 
highly mechanical, surviving hardware failure will undoubtedly 
continue to be  a major  factor in software design. 

Data are  recorded onto  the  photostore  from a single continu- 
ous queue, the files of different users following one  another 
on  the same  chip.  Each block of 30 recorded cells (called a 
section)  stays in the  photostore  until it is the oldest section 
still  remaining (age being measured from  time  of recording); 
it is then removed to shelf  storage to make room  for new 
cells. 

As noted, chips currently being  recorded  remain in the 
photostore less than a  year. By the  time  they are  removed,  a 
section  contains a mixture of files that  no  one  has  any  further 
interest in together  with files still being used. The  latter cate- 
gory  should constitute a distinct  minority. If a  sizable ma- 
jority of the files removed are still of interest,  then  the  photo- 
store capacity is below the LLL‘s needs. The device cannot be 
efficiently used if a  significant fraction  of  the files accessed 
must be brought  back from  the shelf through  the manual 
entry facility. 

If we assume that  the  photostore capacity is adequate,  then 
those persons interested in any files being removed should re- 
record them,  thereby packing  them in with new more fre- 
quently accessed files. The user is encouraged to rerecord  fre- 
quently used files that have migrated to the shelf since shelf 
files are returned  to  the  photostore  only  after a  delay of an 
hour  or  more  and  then remain  in the device only  for a few 
hours. 

Software design is now  in progress on a  scheme to  reduce 
the volume of rerecording.  This  scheme involves the  intro- 
duction of more  than  one  queue of files entering  the phot* 
store.  The  additional  queues will have shorter  lifetimes 
before being retired to the shelf than  the “normal” queue. 
One possibility is to have two new queues: a queue  that in- 
stantly goes to the shelf (for files of archival interest  only) 
and another  that lasts only  one  or  two  months. 

It is hoped  that,  in  the  interest of the  common  good, users 
will identify  those files that can be  put  into  the new queues 
and that  the  number of such files is significant, thereby re- 
ducing the  number of fdes entering  the  normal  queue. Since 
the new queues (especially the first!) should occupy  only a 
small part of the  photostore,  the result will be to lengthen  the 
photostore life of the normal queue and thus decrease the 
number  of files that go to  the shelf while they  are still of 
interest. 

Implementing multiple  photostore  queues  presents several 
problems. Since the recording of  chip  must be terminated be- 
fore going on  to  another, each queue will have to experience 
enough traffic to fill a chip  at reasonable  intervals;  otherwise 

an excessive amount of wasteful zero-filling of chips will oc- 
cur,  or archival data will be kept dangerously  long on  non- 
archival media. The  queues will crowd  each other  on  the LGP 
disk. Since different  queues use different cells, the  number 
of cells in the  photostore  pneumatics associated with  the re- 
cording operation may approach overload levels. 

THE NEXT TERABIT  STORE 
Even with  multiple  queues, it appears that  the  photostore 

will ultimately be inadequate  for LLL’s long-term  storage 
needs. Therefore,  the  Laboratory has contracted  for  the de- 
livery of a new terabit storage device for  late  1975. This de- 
vice is the CDC tape library. The storage  medium is a high- 
density magnetic tape  about 10 cm wide and 4 m  long. When 
not in use, the  tape is rolled up inside  a  plastic  cannister  a 
few centimeters  in  diameter. At the  read/write  station,  the 
cannister is opened, and the  entire  tape is drawn  into  the 
vacuum  columns. Thus freed of tape reel inertia,  it can be 
read or  written  at over 7 MHz. Alas, for  the LLL job mix 
where the average transfer is a few million bits, mechanical 
motions will dominate and  a net  rate of only  about 1 MHz 
will be obtained.  The cannisters  are stored in  pigeonholes 
and are brought  to  the  read/write  station by  a picker-arm 
arrangement. 

This device is intended as a supplement,  not a replace- 
ment,  to  the  photostore.  The  photostore will be  much 
more suitable for archival purposes. In  fact, as the name sug- 
gests, the  tape library  should  succeed to some extent  (prob- 
ably not  completely)  in replacing magnetic tapes  (in  their 
role as  a  storage  medium, as opposed to their role in trans- 
ferring information  between  Octopus  and stand-alone com- 
puters). LLL has  a vault of some 30 000 to 40 000 magnetic 
tapes. Since many of those  tapes are only partially  full, it is 
probable  that  they represent only a couple of trillion bits, of 
the  same  order of magnitude as the  tape library. Automating 
tape  activity will significantly reduce  the operator’s burden, 
since hanging and unhanging  tapes (on drives attached  directly 
to the workers) is a  major and  quite  uninteresting  part of their 
task. Also, the privacy of tape  information will be assured 
more positively and with less manual bookkeeping. 

It is, therefore,  intended to organize the  tape library  like 
ordinary tapes, permitting each  user to have his own  tape can- 
nisters to write, read, and  rewrite as he sees fit. Some large 
subset of the cannisters will be assigned to  the system and,  at 
a higher software level, will be organized so as to manage 
user files as in the  Elephant system.  At both levels, access 
rights will be established through  the use of the  directory 
structure. 

To achieve better up-time than  the PDP-10-based file system 
(which  experiences hardware failures in components  other 
than  the  photostore itself), new concentrators  (two  TI 980A’s) 
will be used that are devoted to the  tape library  alone. There 
will be  at  least two  paths  for  data  at all points  in  the  subnet- 
work, so that if ‘one path fails, operation can continue with 
the  other. Each 7600 will interface  through  two PPU’s, each 
PPU having access to  two  independent core buffer modules 
of the  tape library  system. 

The  core modules  in turn are multiply  connected to the 
tape library  itself,  which  consists of four  independent units. 
Either  one  of  the  TI 980A’s can access all the  core  buffers 
and can control all the interfacing  hardware. Furthermore,  to 
guarantee high throughput,  the  core  buffers will be more 
numerous  than  on  the PDP-10 (enough  for  simultaneous 
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transfers  by all workers), and  the workers will hold the 
information in transit  to  or  from  the Library on CDC 844 
disk packs controlled  by  the same PPU’s as are  connected 
to the library. 

To improve the  stability of the  directory  system,  it will be 
separated from  the PDP-10 and  from any  particular f i e  
storage  medium. It will be managed by  its own highly redun- 
dant  concentrators  and will ultimately be connected  not only 
to  the PDP-10 and the  TI 980A’s, but also to  the workers and 
other  computers  in  the  network  that can make good use of the 
fact  that directories  are  capable of listing  resources, not  just 
files. 

The reader  may have wondered  why no discussion has been 
made of the  content of the files maintained  by the system. 
The reason is that  the system  regards them  only as  strings of 
bits. LLL users are an eclectic group and  utilize source pro- 
grams and object programs,  self-generated data  and  borrowed 
data, and  binary files and text files in many ways. Each user 
must see to it  that his files are mutually  compatible  and ad- 
here to a  discipline  suited to his type of activity. Standards 
are not decreed but evolve through  the eventual dominance of 
programs and  data  structures  that are found to  be  the most 
convenient and efficient. 

THE FUTURE 
All the presently  installed and  currently planned  storage 

equipment of the  Octopus  network will not long  satisfy LLL 
needs. There is no reason to  expect a leveling-off of the his- 

toric  pattern of growth in  the LLL’s use of computational 
facilities. The  continued expansion of numerical computa- 
tion is being augmented more  and  more by  activity  relating 
to computer  manipulation of textual material, information re- 
trieval, and generation of graphical displays. Each of these 
activities brings additional need for  information storage, both 
for use during the  computational process and  for long-term 
retention. 

Our  future storage  needs can,  therefore, be  summarized as 
more  and faster. Assuming that new technology does  not 
permit  both these requirements to be completely satisfied by 
the same  medium, specific needs  in the  late 1970’s include: 
main RAM’S of several million words,  secondary stores of 
somewhat larger capacity and  transfer rate  but  much less 
latency  than present rotating devices, and tertiary  stores of 
1013 or  more  bits  that  are less mechanical than present terabit 
devices so that  they are faster  and  more reliable. 

For buffering intercomputer transfers, there is a specific 
need for an inexpensive medium  with small latency  that op- 
erates like  a queue, with one  computer loading it and the 
other  emptying  it. Yet we can  be  certain that as soon as media 
such as these  become available and  are  put  into use, they will 
create new demands  that  cannot  now be clearly defined. 
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